How do third-party Python libraries use type annotations?

1%t Eric Asare
New York University Abu Dhabi
Abu Dhabi, United Arab Emirates
eric.asare@nyu.edu

Abstract

Type hints (a.k.a. type annotations) in Python have become an im-
portant tool for improving code readability, supporting static anal-
ysis, and enabling early bug detection.Accordingly, it makes sense
for third-party libraries whose code is expected to be consumed
by external clients to adopt type annotations for these benefits.
However, it is unclear how pervasive the use of type annotations
is in third-party libraries. In this paper, we investigate the extent
to which third-party libraries have adopted type annotations and
whether library developers place annotations where they offer the
most benefit, such as on a library’s public API. We analyze 76,327
versions across 11,021 libraries on the Python Package Index (PyPI).
Our results show that 83.39% of libraries have at least one annota-
tion. We identify six evolution patterns and find that most libraries
maintain stable or gradually increasing annotation coverage, while
only 4.13% abandon annotations once adopted. We find that library
developers adopt type annotations to improve code clarity, linting,
documentation, and static analysis, but may remove them when
they cause errors or when the hints are considered unnecessary.
Perhaps surprisingly, we find that developers prioritize annotat-
ing private functions over public/client-facing ones. Encouragingly
though, many of these annotations are constrained and precise,
with few instances of the Any type, most of which occur in pa-
rameters of public functions. Based on our findings, we provide
implications for library developers and maintainers, package users,
community contributors and researchers.
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1 Introduction

Python remains one of the most popular programming languages [2,
51, 56]. Since Python is dynamically typed, developers do not need
to declare the types of variables, functions, or other programming
elements when defining them. However, the lack of type informa-
tion has been shown to reduce the ability of type checkers to detect
bugs in Python code [25, 58], as well as autocompletion support in
Integrated Development Environments (IDEs).
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Realizing the need for early detection of type-related bugs, Python
introduced the notion of optional typing with the release of PEP 484
in May 2015 [57], continued with PEP 561 in 2017 [50], and most
recently, PEP 749 in 2024 [62]. This became a middle ground that
allows developers to optionally add type information (referred to
as type hints or type annotations) to their code without completely
changing the nature of the language. Specifically, these type hints
are not checked or enforced by the Python interpreter. Instead, they
enable static analysis tools such as Pyright [35] and MyPy [37] to
detect type-related errors. After the introduction of type hints in
Python, several empirical studies looked into the popularity and
adoption of type hints. Most notably, in 2020, Rak-amnouykit et
al. [49] reported that only 3.78% (2,678 out of 70,826) of Python
repositories used type annotations. In 2022, Di Grazia and Pradel 7]
found an increase to 6.92% (668 out of 9,655). The results of these
studies suggest that the adoption of Python type hints increased
over the years, although the overall adoption rates are low.

In addition to the data of these studies being at least three years
old, both studies considered all Python projects on GitHub, without
distinguishing the type of project. While it would be ideal to include
type annotations in all types of projects, it seems that third-party
libraries whose code is expected to be consumed by external clients
would benefit the most. A recent study on the misuse of Applica-
tion Programming Interfaces (APIs) of third-party Python libraries
shows that type dynamics have a non-negligible impact on API us-
ages in Python, where many incorrect assumptions about types are
made during the invocation of a third-party APIs, leading to their
incorrect behavior [19]. As one of the possible mitigation strategies,
the authors suggest incorporating more type annotations to enable
static checking or improving documentation. Industry developers
also share the opinion that increased type annotations in third-
party libraries is desired. For example, a recent discussion on the
Python forum by an engineering manager! at Meta [34] suggests
that industry developers also share the opinion that increased type
annotations in third-party libraries is desired. The discussion shows
that a third of the top 2,000 Python packages lack type annotations,
leading to Meta and Quansight [48] collaborating to enhance type
coverage for major libraries in the Python scientific stack (Pandas
and NumPy); they have recently also invited the Python community
to nominate additional libraries for this initiative [9, 59].

Compared to the low annotation usage found when considering
any Python project [7, 49], the numbers in the above forum post
suggest that popular Python packages may be higher adopters of
type annotations. However, with more than 688,284 packages on
PyPl, it is not clear whether the general Python package ecosystem
is adopting type annotations as opposed to only the top packages.
We also do not know how annotation usage in these libraries has

! Aaron Pollack is an engineering manager at Meta. Post url https://discuss.python.
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evolved over time and how the decision to continue using or aban-
don annotations happens. Finally, given the nature and usage of
third-party libraries, it would be useful to understand if the usage
of type annotations differs between client-facing APIs (i.e., public
APIs) versus privately used functions.

Accordingly, in this paper, we conduct a large-scale empirical
study of the usage of type annotations in Python third-party li-
braries. We analyze type annotations on all functions from 76,327
versions across 11,021 libraries from the Python Package Index
(PyPI) to answer the following research questions:

RQ1 What is the current adoption rate of type annotations
in third-party libraries? With the aim of understanding the
current annotation adoption in the Python package ecosys-
tem, this RQ quantifies the extent to which third-party li-
braries use annotations in their latest release.

RQ2 What are the evolution patterns of annotation adop-
tion? In RQ2, we focus on the subset of adopting libraries
and study how they came about this adoption. For exam-
ple, we want to understand if some libraries slowly grow
their annotation coverage while others abandon annotations,
as well as reasons behind such decisions. We use a mix of
quantitative and qualitative methods in this RQ.

RQ3 Which functions do developers prioritise annotating?
If developers prioritise the annotation of public functions,
this maximizes external correctness, usability, and safety of
the library’s APIs. Prioritizing private functions on the other
hand maximizes internal maintainability and refactoring
safety. RQ3 explores which functions developers annotate,
as well as the types they use in these annotations.

We find that third-party libraries are high adopters of type anno-
tations, with 83.39% of the analyzed Python libraries using at least
one type annotation. Among these adopting libraries, the median
proportion of annotated functions (which we refer to as annotation
coverage) is 19.68%. Thus, while the vast majority of libraries adopt
type annotations, they generally have low adoption coverage.

We also identify six patterns of how developers annotate their
packages over time. Notably, we find that 4.13% of libraries adopt an-
notations early and later abandon them, while 17.65% show steady
growth and 3.87% perform gradual removal. The majority however
(59.91%) remain stable with a constant coverage over time, which
implies that they keep annotating newly added functions as well.
Our qualitative analysis reveals that developers often adopt type
annotations to enhance linting, code clarity, documentation, and to
fix static errors reported by type checkers. From the issue conver-
sations between library and client developers, we also find cases
where annotations helped the library developers expose their blind
spots, reveal bugs, and highlight potential incorrect API usage.

Perhaps surprisingly, we find that 63.35% of libraries prioritize
annotating private functions over public ones, which is potentially
concerning given for the client-facing API. Encouragingly though,
most of the existing annotations are precise, with only a median of
2.33% of public function parameters annotated as Any.

Overall, our study reveals that while type annotation adoption is
growing, coverage remains limited and uneven across libraries. Ac-
cordingly, client developers may need to rely on external stubs [47]
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or migrate toward libraries with more consistent annotation sup-
port to benefit from static analysis. Library developers should focus
not only on adopting annotations but also on improving public API
coverage to enhance usability and safety. Community contributors
and initiatives such as those by Meta and Quansight can use our
results to target low-coverage libraries and promote transparency
through ecosystem-level incentives like annotation badges. Finally,
researchers can build on this work to explore the relationship be-
tween annotation practices, API misuse, and software quality. To
summarize, we make the following contributions:

e An empirical study that specifically focuses on annotation prac-
tices in third-party libraries. We study function-level type anno-
tations in 11,021 Python libraries.

e A combination of quantitative and qualitative fundings that iden-
tify adoption trends and the reasons why some libraries continue
to add or remove type annotations.

e An understanding of annotation prioritisation in libraries.

o Discussion of the implications of our results for client developers,
community contributors, library developers, and researchers.

All our data and analysis code are available online on our artifact
page: https://figshare.com/s/c6c4225c9dcb5cd3e507.

2 Background and Terminology

Dynamically Typed Languages. Dynamically typed languages
such as Python, JavaScript, and Ruby perform type checking at
runtime rather than at compile time. They allow variables to change
type dynamically and do not require explicit type declarations.
These languages are widely adopted for their flexibility and reduced
development time [17, 42]. However, this flexibility also increases
maintenance costs and makes programs more prone to run-time
errors, particularly type errors [4, 11, 18, 39, 53].

Type Annotations and Gradual Typing. Type annotations, or type
hints in Python, are a way to explicitly declare the expected types
of program elements such as variables, function parameters, and
return values. The Python interpreter does not enforce these type
annotations so their use does not change how the code runs at run-
time [57]. However, their presence allows static type checking of
the code with third-party tools such as Pyright [35] and MyPy [37],
which can catch type-related errors before runtime, improve code
readability, and provide better support for IDE features such as
autocomplete and refactoring. Gradual typing allows developers to
progressively add type annotations to variables, functions and also
symbols in a Python 3 codebase. Listing 1 illustrates the gradual
addition of type hints to a function. In the first version of the add
function, the function has no type hints or annotations, and is ac-
cordingly untyped. In the second version, an annotation is added to
one of the parameters to indicate that it expects an integer, making
the function partially typed. In the third version, both parameters
are annotated as integers along with the return type, making the
function fully typed. Note that the return type is annotated with
Any, meaning the function can return any value. Static type check-
ers like MyPy or Pyright will not raise errors. This also applies to
parameters annotated with Any.
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# 1. Untyped
def add(x, y):
return x + y

# 2. Partially typed
def add(x: int, y):

return x + vy

# 3. Fully typed
def add(x: int, y: int) -> Any:
return x + vy

Listing 1: Gradual Typing in Python
# Stub-based typing (PEP 561)
# File: add.pyi
def add(x: int, y: int) -> int:...

# File: add.py
def add(x, y):

return x + vy

Listing 2: Stub-based Typing

def add(x: int, y: int) -> int:
return x + vy

result = add(5, "10")
added to int

# Type error: str cannot be

Listing 3: Example of a Type Error in Python

Typing Mechanisms: Inline vs Stub Files. Python supports two
main mechanisms for providing type annotations: Inline annota-
tions (PEP 484) [57] are written directly in the .py source code
(e.g., the type annotations in Listing 1) while using Stub files per
PEP 561 [50] keep type information in separate .pyi files. List-
ing 2 shows how we can fully type the add function that exists in
add.py in a separate corresponding stub file add. pyi. Stub files
may be included directly in a package or distributed separately on
PyPI [46] e.g., pandas-stubs?. Stub files can also be contributed to
Typeshed [47], a community effort to contribute type hints for the
Python standard library and some third-party libraries. Our study
focuses on inline and stub annotations that developers have added
within their own packages.

Static Type Checkers. Several static type checkers have been
developed to leverage Python’s optional typing system. Notable
examples include MyPy [37], Pytype [12] (Google), Pyre and Pyre-
fly [10, 32] (Meta), Pyright [35] (Microsoft), and Pyinder [40]. These
tools analyze annotated code to detect type inconsistencies before
execution. Listing 3 shows an example of a type mismatch that
such detecters can catch before the code is executed. This type
error typically appears in the client’s IDE if the type checker is
integrated, or the client can run the type checker on the Python
file. For example, mypy add.py to see the same error.

Private vs Public Functions. While Python does not have explicit
access modifiers (i.e., private vs. public) to separate client-facing
APIs from internal functions, various conventions can indicate
whether a function/variable is intended for internal or external use:

Zhttps://pypi.org/project/pandas-stubs/

Conference’17, July 2017, Washington, DC, USA

# Module: example_module.py

all__ = ['public_func', 'also_public']

def public_func(a: int, b: int) -> int:
"""Public annotated function: listed in __all__ and
has type annotations
return a + b

def also_public(x):
"""Also public but unannotated"""
return x » 2

def _private_func(y:str) -> str:
"""Private annotated function: single underscore
prefix and annotated"""
return y - 1

def _helper():
"""Private helper function and not annotated"""
pass

Listing 4: Example of Private vs Public Functions

e Conventionally, a leading single underscore (_myfunc) marks a
function as private while no leading underscore signals that it is
a public APL

e However, a module-level list __all__ can explicitly define which
symbols form the public APL, even if they start with an under-

score.

Listing 4 illustrates these conventions. We refer to each of these
functions when annotated as private annotated or public annotated
in our analysis.

Pyright’s Type Completeness Feature. Pyright is a widely adopted
static Python type checker. It provides a unique type completeness>
feature that displays and quantifies how fully typed a project’s
public interface is. Pyright defines a codebase as type complete if all
public symbols in its interface are annotated with fully known types.
Private symbols are excluded from this calculation. A function or
method is considered type known if: (1) All input parameters have
annotations, (2) The return type is annotated and known, and (3)
The application of decorators preserves a known type. Essentially,
Pyright will mark a function that is not private as type known if it
is fully typed as shown in the third example of Listing 1.

To assess a library’s type completeness, Pyright can be run with
the following command:

pyright --outputjson --ignoreexternal --verifytypes <lib>

First, this checks for the presence of a py. typed file, as required by
PEP 561 [50], which mandates that library developers and package
maintainers include this file to declare that their library is typed.
If this file is not found, Pyright cannot run successfully. Once the
file is found, Pyright analyzes the library files, extracts the anno-
tation information, and computes the type completeness score for
all programming elements that form the interface, including type
aliases, variables, constants, and functions. For example, running
the Pyright command on matplotlib returns a completeness score
of 0.54. This completeness score applies to all public interface sym-
bols. In our study, we focus only on functions. Listing 5 shows the

Shttps://microsoft.github.io/pyright/#/typed-libraries?id=library-interface
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"category": "function",

"name": "matplotlib.pyplot.plot",
"referenceCount": 1,
"isExported": true,
"isTypeKnown": true ,
"isTypeAmbiguous": false ,
"diagnostics": []

Listing 5: Pyright JSON output for a function in matplotlib

function-level details available in the output, such as symbol names,
export status, and type knowledge for fine-grained analysis. We
discuss how we use Pyright to perform our analysis in Section 4.2.

Third Party Libraries. Third-party libraries are integral to mod-
ern software development. They provide ready to use code for many
different functionalities supporting software developers [38]. Open-
source software projects heavily rely on third-party libraries [61].
In the Python ecosystem, libraries (or packages) can be downloaded
from PyPL As of October 2025, PyPI contains 688,284 libraries/pack-
ages, 7,496,956 releases and 965,056 unique downloaders [46].

3 Related Work

We discuss the existing research studying Python type annotations,
and how it motivates our work.

Type Annotation Adoption and Practices. Rak-amnouykit et al. [49]
report low adoption rates of Python 3-style annotations, with only
2,678 out of more than 70,000 repositories (3.78%) containing partial
annotations as of March 2019. They find that developers primar-
ily annotate function parameters, followed by return types, and
less frequently global assignments. They also find that developer-
written annotations are often difficult for type checkers like PyType
or MyPy to validate, with only 15% of typed repositories being type-
correct in MyPy. Two years later, DiGrazia and Pradel [7] analyzed
1.4 million annotation changes across 9,655 GitHub projects cre-
ated between 2010 and 2019 and found that type annotations are
increasingly popular but still uncommon: only 7% of projects used
type annotations at all in 2021, and even in annotated projects,
less than 10% of possible code elements are annotated. They found
that developers prefer annotating function arguments and return
types. By analyzing the evolution of the type annotations at the
commit level, they identify three evolution patterns: regular anno-
tation, type sprints, and occasional use. While they do not delve
into the reasons different projects adopt/abandon annotations, they
found that projects with more contributors tend toward regular
annotation, while smaller teams follow occasional use. They also
found a positive correlation (Pearson coefficient 0.704) between the
number of annotations and detected type errors using Pyre [10], sug-
gesting that annotations help reveal errors. Both studies analyzed
all available GitHub repositories, without distinguishing between
third-party libraries, system projects, or personal/toy projects.

Reflecting on the above work, we see that the adoption of type
annotations increased between 2019 and 2021, but is still low overall.
While having type hints for any Python project is desirable, we
believe that it is even more important for third-party libraries that
offer APIs that other clients depend on. For example, recent work
by He et al. [19] shows that type dynamics and typing problems
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are the main cause of API misuse of Python libraries. Furthermore,
recent discussions on Python forums indicate that about one-third
of the top 2000 PyPI packages have no type annotations, while
the remaining 70% have some coverage or Typeshed stubs?. Such
discussions suggest that the developer community understands the
value of type annotations in third-party libraries. Inspired by this,
our work studies a broader set of Python packages, not limited only
to popular ones, to understand ecosystem-wide annotation rates
and evolution patterns in third-party libraries, using a combination
of quantitative and qualitative analyses. Additionally, we dive into
understanding annotation adoption at the API level, distinguishing
between client-facing APIs and private functions.

Type Annotations and Defects. Chen et al. [4] conduct an empiri-
cal study on nine large Python systems (over 460K LOC) and find
that inconsistent variable types are common and significantly cor-
relate with bugs, emphasizing the risks of dynamic typing. Lin et
al. [28] study type annotation-related defects across 13 Python
projects, proposing a taxonomy for defect classification. Xu et
al. [58] investigate three type checkers (MyPy, Pyright, PyType)
and find that adding type annotations significantly improves bug
detection, observing that 29 out of 40 bugs were detected after
annotation compared to 14 before. This finding, which highlights
the critical role of function parameter annotations in bug discov-
ery, reinforces the importance of studying annotation patterns at
the function level, particularly for client-facing API functions in
libraries. Similarly, Khan et al. [25] report that 15% of defects in
their dataset could have been detected and prevented by MyPy if
type annotations were added. We leverage the Pyright static type
checker in our analysis to identify annotated functions. However,
instead of focusing on defect detection and the efficacy of specific
type checkers, our goal is to understand the broader evolution and
adoption of type annotations in Python third-party libraries.

Automatic Generation and Fixing of Type Annotations. Research
in this category focuses on techniques to automatically infer and
generate type annotations or fix type errors in Python projects.
Guo et al. [16] analyzed existing inference tools, noting their dif-
ficulty in achieving high coverage and accuracy simultaneously,
and implemented a tool to demonstrate pathways for improvement.
Sun et al. [54] presented Stray, a static type recommendation ap-
proach designed to improve type correctness by leveraging program
analysis instead of machine learning. Furthermore, Chow et al. [5]
developed PyTy, the first learning-based repair technique for fixing
Python type errors, demonstrating its real-world efficacy with 20
out of 30 suggested fixes being merged by developers. We do not
explore generating type annotations in our work.

Summary. Overall, we find that most existing studies focus on
file- or project-level changes and usually consider any Github
Python repo/project regardless of its nature. Our work comple-
ments the ongoing body of work to understand type annotations
in the Python ecosystem. Specifically, in contrast to prior studies,
we (1) focus on third-party libraries that are expected to be used by
down-stream clients and (2) investigate a granular, function-level

“https://discuss.python.org/t/type-coverage- of-popular-python-packages-and-
github-badge/63401
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Figure 1: Overview of our empirical study

perspective to understand how type annotations are adopted and
prioritized across the wider ecosystem of third-party libraries.

4 Empirical Study Setup

Figure 1 shows an overview of the data we collect and analyze to
answer our three research questions. In this section, we discuss
the top part of that figure, which represents the common data
collection and annotation extraction steps. We explain the metrics
and additional methods used to answer each RQ in their respective
sections (Sections 5-7).

4.1 Studied Libraries

To collect all available Python third-party libraries, we query the
public PyPI dataset [8] on Google BigQuery [13] for all packages

downloaded in May 2025. This provides us with 648,818 packages.

To focus on actively used and type-hint-capable packages, we apply
several filters.

e We only retain packages with more than 100 downloads to focus
on actively used libraries. The threshold is based on our frequency
distribution analysis, which showed that packages with <100
downloads form a long tail and rarely represent actively used
libraries. This step filters out 286,641(44.18%) packages.

o We exclude 3,150 (0.49%) packages that contain only stub files
in order to focus on libraries that offer APIs that can be used by
other client code.

o We include only libraries whose latest release supports Python 3
(required for type annotations) and that have at least one major or

minor release. This criterion filters out 144,344 (22.25%) packages.

o We only retain packages marked as Production or Stable in their
metadata to focus on well-tested, reliable libraries rather than
experimental ones. This filters out 181,655 (29.99%) packages.

After the initial filtering, we have 33,028 (5.09%) packages from
the May 2025 BigQuery snapshot. The total number of versions
corresponding to these packages is 270,354.

4.2 Annotation Extraction

As a prerequisite to answering all our RQs, we need to analyze each

library’s source code to identify type annotations in its functions.

We focus primarily on functions in this study, because third-party
libraries typically expose their functions for client use and static
analysis. We use Pyright [35] to identify annotated functions. As
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discussed in Section 2, Pyright’s default behavior is to return type
completeness information only for public interface symbols. We
modify Pyright to return type completeness information for both
public and private symbols. We also modify its output to include
each function’s parameters and their types, the return type, and
the full function signature.

To analyze different library versions with Pyright, we proceed
as follows. (1) we install the target library version in an isolated vir-
tual environment using pip and record the location of its installed
source code. (2) If the package’s source code does not already in-
clude a py. typed marker file, we add an empty one at the package
root to enable Pyright’s type analysis. (3) We then run our modified
version of Pyright locally with the —verifytypes flag to extract
symbol information. (4) For each successfully analyzed version, we
store the extracted symbol information in the corresponding library
output file. Finally, (5) we retrieve the release and creation dates
for all successfully analyzed versions from PyPI.

We parallelize the process of collecting the symbol information
on our university’s High Performance Computing (HPC) platform.
To enable replication of our analysis on similar HPC platforms,
our online artifact: https://figshare.com/s/c6c4225¢9dcb5cd3e507 in-
cludes a Singularity environment that contains the Python version,
the modified Pyright and Node versions, the analysis results (includ-
ing failed cases), the HPC job submission files, a setup README,
and all data collection scripts. Our data collection ran across 3,500
CPU cores for approximately 72 hours.

Of the 33,028 packages, 20,811 packages failed to download, and
131 were downloaded but had no identifiable root directory (e.g.,
namespace packages). This leaves 12,087 packages successfully
downloaded. Among these, Pyright produced empty symbol tables
(i.e., no functions) for only 1,032 packages, often due to unresolved
imports or module resolution failures. An additional 34 packages
had technical timeout or parallelization issues on the HPC we ran
on. At the end, we are left with 11,021 packages containing us-
able function annotation data. Note that the large proportion of
exclusions is not due to Pyright itself but to the common technical
difficulties of trying to retrieve, analyze, or run an arbitrary open-
source package. These stats are verifiable from the failed, results,
and logs folders in our artifact.

The final data we use to answer our research questions are the
complete set of labelled symbols per version for each of 76,327
versions across 11,021 third-party Python libraries.

5 RQ1: What is the current adoption rate of
type annotations in third-party libraries?

Methods. We consider a function as annotated only if all its ar-
guments and return type are annotated, i.e., it is marked by Pyright
as istypeknown. This ensures consistency with Pyright’s notion of
completeness and avoids inflating coverage through partially anno-
tated functions that do not provide full type information to users
or type checkers. Based on this, we define the following metrics to
study the adoption of type annotations.

o Library-level adoption: A library is considered to have adopted
type annotations (i.e., is an adopting library) if at least one of its
functions in the latest release is annotated.
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Table 1: Current adoption and coverage of type annotations
in third-party libraries (latest release).

Metric Value

9,190 (83.39%)
19.68%
34.55%

1,831 (16.61%)

Libraries with Adoptions
Median Coverage (Adopting)
Mean Coverage (Adopting)

Libraries without Adoptions

Total Libraries 11,021 (100%)

Mann-Whitney U Test

100 p=1.22e-99

80
60
40 Med

Adopting Median: 19.68%
20 £

Annotation Coverage (%)

Created after PEP 484 Created before PEP 484
Figure 2: Distribution of annotation coverage across 9,190
adopting libraries, separated by creation date.

o Annotation coverage: For each adopting library, we measure the
percentage of functions that are annotated.

Results. Table 1 shows that out of the 11,021 libraries we study,
9,190 (83.39%) contain at least one function with type annotations,
while 1,831 (16.61%) do not have annotations for any of their func-
tions. This indicates that type annotations are present in a substan-
tial subset of the ecosystem.

We now focus on the 9,190 libraries that have adopted type
annotations to understand the variance in annotation coverage.
We summarize the distribution of annotation coverage across all
adopting libraries, with the median and mean values in Table 1.
We find that the median annotation coverage is 19.68%, meaning
that in a typical adopting library, only about one fifth of the func-
tions are annotated. The mean coverage is 34.55%, indicating that
a small number of highly annotated libraries pull the average up-
ward. The violin plot in Figure 2 shows that a large concentration
of the libraries (regardless of their creation date) are around the
10% coverage range and another much smaller concentration close
to the 100% coverage. More precisely, we find that 3,471 (37.8%) of
libraries fall within the 0-10% coverage range, while surprisingly,
around 1,029 (11.2%) have coverage between 90% and 100%.

Table 2 shows a sample of five libraries from each of the two
extreme coverage ranges, along with their descriptions and popu-
larity and size characteristics. We can see that some very popular
libraries (e.g., scipy) have low annotation coverage while less pop-
ular libraries (e.g., humanize) have high annotation coverage. We
run a Spearman correlation test to investigate if any of these char-
acteristics generally correlate with annotation coverage. However,
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since not all packages on PyPI have corresponding GitHub reposi-
tories, we could run this correlation analysis for only 6,691 libraries.
We find that larger projects (by LOC) tend to have slightly lower
annotation coverage (Spearman r = —1.75e — 01, p < 2.64e — 49).
Popular projects (by stars) also show a slight negative correlation
with annotation coverage (r = —1.33e — 01, p < 9.05e — 29) as do
projects with more contributors (r = —1.41e — 01, p < 2.35e — 32).
We speculate that since large projects have more code to annotate,
high coverage becomes harder to achieve. It could also be the case
that annotation adoption decisions are made even before a library
becomes popular by stars or amasses a large contributor base. We
do not find statistically signficant correlations between annotation
coverage and number of downloads suggesting that current activity
levels are not the main driver of adoption.

Since type hints became available in Python 3.5 in September
2015 [57], libraries created before this release may not have adopted
them, whereas libraries created afterward are more likely to do so.
Accordingly, we compare the current adoption rates of libraries
created before September 2015 (legacy) and those created after
(modern). Our dataset contains 1,743 legacy libraries and 7,442
modern libraries. The violin plot in Figure 2 shows that modern
libraries exhibit a higher median annotation coverage of 25.42%,
compared to 7.25% for legacy libraries. A Mann-Whitney U test
confirms that this difference is statistically significant (p = 1.22e-
99), suggesting that older projects were slower to adopt type hints,
whereas newer libraries gradually embrace PEP 484. We further
study evolution patterns in RQ2.

Discussion. Together, these findings confirm findings from prior
studies that type annotations exist in Python repositories [49] and
are becoming increasingly popular [7]. It is interesting to note that
even though we analyze 14.4% more projects than the most recent
study in 2022 [7], we observe a much higher adoption rate than
the previously reported 7%. Our results suggest that in addition
to a potential overall growth in annotation adoption, third-party
libraries are more likely to adopt annotations than less "client-
facing" code. Among the adopting libraries, a large proportion
(37.8%) have at most 10% of their functions annotated while only
11.2% have at least 90% of their functions annotated.

RQ1 Summary: 83.39% of Python libraries use type annotations.
However, the median annotation coverage across adopting li-
braries is only 19.68%, with (37.8%) have at most 10% annotation
coverage while only 11.2% have at least 90% annotation coverage.

6 RQ2: What are the evolution patterns of
annotation adoption?

Methods. To answer RQ2, we focus on the subset of adopting
libraries and use a mix of quantitative and qualitative methods.
We consider adopting libraries with at least 4 releases to have
enough data points to establish meaningful trends. We only consider
major or minor releases, and exclude patch-only releases. In total
we consider 5,014 adopting libraries to identify evolution trends.
We performed an initial manual analysis followed by quantitative
experimentation. We first manually examined evolution graphs
for 80 randomly selected adopting libraries. From there, we found
six recurring patterns: constant, grew over time, grew and dropped,
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Table 2: Sample of libraries with annotation coverage and characteristics.

Library Coverage Description Stars Contrib. Downloads LOC
MXNet 0.98% Deep learning framework designed for both efficiency and flexi- 20.8K 866 778.7K  119.2K
bility
XBlock 491% Open edX component architecture for building courseware 467 94 98.5K 6.4K
svgelements 4.99% High fidelity SVG parsing and geometric rendering 162 10 1759K 125K
fastai 8.34% Simplifies training fast and accurate neural nets using modern 27.5K 247 652.8K 149K
best practices
scipy 9.42% Fundamental algorithms for scientific computing in Python 14.1K 1.6K 205M  292.2K
Flask 91.64% Simple framework for building complex web applications 70.5K 732 1424M 103K
pytest 92.31% Simple powerful testing with Python 13.2K 915 2442M  61.2K
scalene 94.34% High-performance CPU, GPU and memory profiler for Python 13.0K 57 238.1K  14.4K
Blacksmith 97.49% REST API Client designed for microservices 9 4 859  10.4K
humanize 100.00% Convert data into human-readable formats 662 37 26.8M 2.0K

removed over time, abandoned, and removed and rebounded. We
then explored quantitative methods to detect these patterns at scale
leading to the development of algorithm 1.

Quantitative Analysis: For each library, we ordered releases
chronologically and computed the maximum adoption coverage
max to compare with the latest coverage. If a library retains less
that 20% of its max coverage (i.e losing more than 80%), we label it
as Adopted and Abandoned (Lines 1-3). We chose this threshold to
isolate the extreme end of the observed decline distribution, where
coverage trajectories are usually a single huge drop indicating likely
intentional abandonment.

Otherwise, we apply a Mann-Kendall (MK) test [22] to iden-
tify an overall trend in the ordered coverages (Line 6). The MK
test outputs an increasing or decreasing trend when the change is
statistically significant, and no trend when it is not.

However, manual comparison with the graphs showed that MK is
sensitive to small variations (e.g., 7.3% to 7.4% considered increasing)
and can miss important shifts (e.g., long growth followed by a sharp
decline may still be classified as increasing). Accordingly, we apply
a standard-deviation threshold to allow for these small variations
(Line 5). We experimented with 10% but found it too large, and
eventually settled for 5% (Lines 8-9).

To address MK missing important shifts, we added the recent-
trend check (Line 7): we take the latest 25% of releases, fit a line
using SciPy’s linregress, and use its slope to determine whether
coverage is increasing or decreasing. Note that the independent
variable is not absolute time (e.g., seconds or years) but rather to
the sequential index of the observations A = [Anny, ..., Ann,], so
the slope represents rate of change in coverage per release. Also,
we only compute the recent slope s only if there are greater than
2 recent releases (i.e., >=8 total releases) and manually validated
sample graphs after the regression fit.

Lines 10 onwards show how we use the combination of MK end
and recent slope s to determine adoption patterns. If the MKiyend is
increasing but the recent slope is strongly negative (<-1), then we
categorize the trend as Grew and Dropped (Lines 10-11). Conversely,
If the MKirend is decreasing but the recent slope is strongly posi-
tive (>1), then we categorize the trend as Removed and Rebounded

(Lines 12-13). If MKiyenq is increasing and the recent slope is also
positive (>0), we consider it as Grew over time (Lines 14-15). Based
on our examination of many evolution graphs, we also consider the
case where the MKj,enq failed to detect an overall trend but there is
a strong positive recent slope (>1) as Grew over time (Line 14). The
inverse applies for Removed over time (Lines 16-17).

Finally, if none of the above patterns are detected, we categorize
the library’s adoption as No Pattern (Line 19). Note that No Pat-
tern denotes the absence of a quantifiably identifiable pattern, not
the absence of any variation. Such libraries may still exhibit small
variations, which is why we still sample from this category in the
qualitative analysis to understand any interesting adoption/aban-
donment patterns that may have been missed by the quantitative
detection, as well as their reasons (when available).

Qualitative Analysis: To further understand the adoption trends
observed in our quantitative analysis, we conduct a qualitative
analysis on a statistically representative sample of 68 libraries (90%
confidence level with a 10% margin of error). To ensure adequate rep-
resentation from each evolution category, we apply proportionate
stratified sampling [6, 27]. We round up fractional sample sizes to
the nearest whole number (e.g., 3.3 becomes 4), which results in a to-
tal of 71 libraries: grew_over_time (n = 13), adopted_and_abandoned
(n = 3), grew_and_dropped (n = 1), removed_over_time (n = 3),
removed_and_rebounded (n = 1), constant (n = 41), and no_pattern
(n =9). For each selected library, we access its repository on GitHub
and use the repository search function to locate the keywords “type,”
“type hints,” “hint,” “annotation,” or “type annotations” We then
manually review the Issues, Pull Requests, Discussions, and Com-
mits sections using the filters provided on the left-hand sidebar.

For each pull request, we first review the title and, if comments
are present, we open the pull request to read them. When the con-
tent is relevant, we document the package name and corresponding
notes in a spreadsheet (added to artifact), including a link to the
relevant pull request, issue, discussion, or commit.

We also examine the evolution graph of the library to identify any
dates that may warrant closer commit inspection during the review
process. We then collate these into a spreadsheet for each library
and perform open coding, grouping the reasons into categories.
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Figure 3: Evolution trends of representative libraries illustrating each adoption pattern.

Algorithm 1 Evolution Trend Analysis

Require: Annotation percentages A = [Anny, Anny, ..., Ann,]
Ensure: Classification of trend of Library L

1:

15:
16:

17:
18:
19:
20:
: end if

max < maxAdoption(A)
if Ann, < 0.2 X max then
return Adopted and Abandoned
else
o « std(A)
MK _trend < Mann-Kendall(A)
s « linearRegressionSlope(A[last 25%])
if 0 <5 then
return Constant
else if (MK_trend = increasing and s < —1) then
return Grew and Dropped
else if (MK_trend = decreasing and s > 1) then
return Removed and Rebounded
else if (MK_trend = increasing and s > 0 or MK _trend =
no trend and s > 1) then
return Grew Over Time
else if (MK _trend = decreasing and s < 0 or MK _trend =
no trend and s < —1) then
return Removed Over Time
else
return No Pattern
end if

Quantitative Results. We run Algorithm 1 on 5,014 adopting li-
braries with at least four releases. Table 3 shows the number of
libraries in each evolution pattern. We now discuss each pattern
presented in the Table, while mentioning an illustrative example
from that pattern as shown in Figure 3.

We find that more than half of the libraries (59.91%) had relatively
constant adoption across their examined releases (e.g., pytest [45]).
A small proportion of 4.13% libraries adopted annotations but aban-
doned more than 80% of their maximum coverage by the latest
release (e.g., fastai [21]). Conversely, a larger proportion of 17.65%
libraries’ adoption grew over time (e.g., flask [41]), although a small
fraction (0.90%) initially grew but dropped coverage in their latest
release (e.g., emoji [26]). Over time, 3.87% of libraries consistently
removed annotations (e.g., svgelements [55]), and interestingly,
0.42% rebounded after initially starting to remove them (e.g., yaml-
fix [29]). Finally, our quantitative analysis could not detect obvious
patterns for 13.12% of the libraries (e.g., selenium [44]). We further
examine these cases in our qualitative analysis.

Qualitative Results. We find that the commits/Issues/PRs chang-
ing annotations did not provide rationale for the majority of the
packages. We find explicit rationales for adding annotations in only
15 repositories. We discuss the common rationales with examples:
e Linting: In icmplib and Snakemake, pull requests cited type anno-
tations for better linting and editor support; one Snakemake PR
added type hints for some classes to fully utilize modern editor
code prompts [20].

e Documentation: In Squidpy and syspathmodif, type hints re-
placed type information previously in docstrings. A recent issue
in syspathmodif stated “Docstrings indicate the type of parameters
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Table 3: Distribution of libraries across annotation adoption
evolution patterns.

Pattern Number of Libraries
Adopted and Abandoned 207 (4.13%)
Grew over Time 885 (17.65%)
Grew and Dropped 45 (0.90%)
Removed over Time 194 (3.87%)
Removed and Rebounded 21 (0.42%)
Constant 3,004 (59.91%)
No Pattern 658 (13.12%)
Total Libraries 5,014 (100%)

and return values. Instead, type hints must fulfill that role.” This

issue was closed via a PR adding type hints [15].

o Fixing static errors: In Scalene, type hints were added to “mol-
lify,” “pacify,” and “appease” mypy, reflecting reactive adoption [1].
In Kanjize, an open issue prompted a fix for a Pylance mismatch
error, though the code ran correctly [60]

o Code clarity: In we-api-python and Snakemake, developers in-
troduced type hints “for better development experience” [36] or
“to understand the logging system better” [24], highlighting their
role in improving readability and maintainability.

Explicit reasons for removing type hints were rare. In Scalene, a
type hint was removed for causing an error [52], while in Blacksmith,
hints were dropped for being unnecessary [30].

On the other hand, we do see that library users sometimes re-
quested annotations: in MXNet, to prevent bugs [23], and in XBlock,
to improve code clarity in its abstract design [31]. Type hints also
revealed overlooked design flaws. A Squidpy developer remarked,
“Thanks! I didn’t look closely enough; more reasons why types are
useful,” [3] acknowledging how type annotations can clarify code.
In other cases, missing hints or autocompletion highlighted API
misuse, showing that type annotations can guide correct usage.

Discussion. Our quantitative results reveal six patterns in anno-
tation evolution. Prior work [7] reports that developers add anno-
tations regularly, in a sprint-like effort, or occasionally. We also
observe that most libraries maintain relatively stable annotation
coverage or show gradual growth over time. We also uncover sev-
eral patterns not previously documented: some libraries initially
grow in annotation coverage but later abandon up to 80% of their
annotations, while others remove annotations gradually over time.
While we could not find explicit reasons for why some libraries
abandoned annotations, our qualitative analysis shows that some
libraries adopt type annotations mainly to improve linting, code
clarity, documentation, and fix static errors. It was interesting to
see that type annotations also reveal blind spots, uncover bugs, and
expose API misuse, reinforcing that type hints can enhance the
client developer’s experience in using the library.
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RQ2 Summary: The majority of libraries (59.91%) maintain a con-
stant level of annotation coverage over time, while 17.65% gradu-
ally grow their annotation coverage. Few libraries abandon anno-
tation. Reasons for annotation adoption include improved linting,
code clarity, documentation, and fixing static errors. Type hints
can also reveal design flaws and client API misuse.

7 RQ3: Which functions do developers
prioritise annotating?

Methods. In this RQ, we focus on the 9,190 packages that have
adopted annotations in their latest release (See Table 1 from RQ1).
For each package, we calculate the proportion of public functions
that are annotated versus those of private functions. To further
investigate which libraries prioritize public versus private functions,
we compute a prioritization ratio for each library:

percent of public functions annotated

rioritization_ratio =
P - () percent of private functions annotated

We then categorize libraries based on this ratio:

e ratio > 1: library prioritizes the annotation of public func-
tions (Public Prioritized)

e ratio < 1: library prioritizes the annotation of private func-
tions (Private Prioritized)

e ratio ~ 1: library annotates public and private functions
roughly equally (Equal)

Finally, we distinguish between type annotations of type Any
and more specific types. Type hints are meant to communicate
the expected input and output of a function, so using Any conveys
little information to readers or IDEs. Moreover, static type checkers
allow any operation on such functions, reducing their ability to
detect type mismatches. Prior studies have shown that function
arguments and return types are the most commonly annotated [7].
Therefore, for each library, we calculate the proportion of function
parameters and return types that use Any and examine how these
functions are distributed between public and private functions.

Results. Figure 4 compares the distribution of type annotation
coverage between public and private functions across all 9,190
adopting libraries. We find that private functions show a higher
median coverage (36.8%) compared to public functions (14.1%). This
difference is statistically significant, as confirmed by the Mann—
Whitney U test (p = 3.29¢ — 181, one-sided).

Examining the priority ratio further supports this observation.
Figure 5 shows that 63.35% of libraries prioritize annotating pri-
vate functions compared to only 26.8% that prioritize public func-
tions. pytest is one example of a Public Prioritized package with
Pratio = 93.30.0n the other side, requests is an example of a Private
Prioritized package with pratic = 0.11. The remaining 9.85% of li-
braries annotate both categories equally, with humanize being one
such example. Overall, our results indicate that libraries are more
likely to annotate their private functions before their public ones.

We next look at the prevalence of the Any type in function anno-
tations across both parameters and return types. Private parameters
and return types rarely use Any annotations, with medians at 0%,
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though a few packages raise the means to 5.83% for parameters and
12.97% for returns. Public parameters and returns are slightly more
annotated with Any, showing medians of 2.33% and 0% and means
of 6.12% and 6.99%, respectively. Overall, Any annotations are rare,
and the distributions are highly skewed, with a small number of
packages driving most of the usage.

Discussion. Contrary to our initial expectations, library devel-
opers generally prioritize annotating private (internal) functions
over public (client-facing) functions. This trend suggests that devel-
opers focus first on ensuring internal correctness, maintainability,
and safe refactoring, before extending typing to functions exposed
to external clients. Consequently, client-facing benefits such as
improved IDE autocompletion, static type checking, and discover-
ability may only be realized later. The analysis of Any usage shows
that it is rare for both parameters and return types. This indicates
that when library developers annotate, they use more specific types,
enhancing type safety and the effectiveness of static type checkers.

RQ3 Summary: Developers tend to prioritize annotating private
(internal) functions over public (client-facing) functions. Very
few libraries achieve roughly equal annotation across public and
private functions. The usage of Any is rare, indicating that when
annotations are applied, developers use specific types.
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8 Implications

We discuss the implications of our results for multiple stakeholders
in the Python ecosystem.

Library developers. We find that the majority of libraries (83.39%)
have adopted annotations, yet their average coverage remains below
half (34.55%) of their functions. Moreover, 37.8% of these libraries
have annotated no more than 10% of their functions. Our results
provide an empirical motivation for library developers to continue
improving annotation coverage rather than plateauing after adop-
tion, as 59.91% of the libraries currently do. Additionally, to enhance
IDE support and improve type safety for client developers, library
maintainers should consider increasing annotation coverage for
public functions.

Client developers. We observe that a small fraction (4.13%) of
libraries have adopted and subsequently abandoned annotations.
Client developers and users of these libraries may consider switch-
ing to functionally similar packages with a higher and more stable
annotation adoption rate to benefit from improved static analysis
and early bug detection. For users who cannot easily switch, we rec-
ommend checking for available stub files on Typeshed or PyPI that
they can install to supplement the package with type information.

Community contributors. Companies such as Meta [34], which
are committed to open source initiatives like PyTorch [33] and
collaborate with Quansight [48] to advance type annotation sup-
port [9, 59], can use our dataset and findings to prioritize libraries
with lower annotation coverage, which may strengthen the ecosys-
tem’s overall type completeness. At the ecosystem level, tools such
as PyPI could display badges that indicate both annotation rates
and the proportion of Any types based on our analysis, promoting
transparency and encouraging broader adoption of optional typing.
Finally, community contributors can improve the annotation cover-
age rate of low adopting libraries by submitting annotation stubs
to Typeshed or by raising annotation-related pull requests in the
respective library repositories.

Researchers. API misuse researchers could use our dataset to
examine whether libraries with lower annotation coverage exhibit
higher API misuse, as a prior study suggests the addition of type
annotations as a potential mechanism to reduce API misuse [19].

9 Threats to Validity

Construct Validity. When measuring evolution patterns, we con-
sider only major and minor releases. This decision may result in a
smaller subset of versions for some libraries, potentially missing
annotation changes introduced in patch releases. However, this is
unlikely to affect our findings because, according to the Semantic
Versioning 2.0.0 specification [43], patches are typically reserved
for backwards-compatible bug fixes. Even for packages that do not
strictly follow semantic versioning, we would capture any annota-
tion changes introduced in patch releases in the subsequent minor
or major release that we include in our analysis.

Precisely identifying client facing APIs in Python is a challenge,
because the distinction between public and private functions is
not formally defined with access modifiers. We rely on Pyright’s
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internal logic, which follows Python’s naming conventions. Con-
sequently, libraries that do not follow these conventions may be
misclassified. Given that the packages in our dataset are marked
as stable, production ready, or mature, we believe that it is unlikely
that they do not follow these conventions.

Finally, we analyze libraries that include annotations bundled
within their distributed package, as this reflects what end users and
static analysis tools have access to upon installation. Annotations
may also be available through separate stub packages or from the
Typeshed repository. Even though it is rare for packages to distribute
their annotations externally (only 0.2% of 688,284 PyPi packages
have names starting with types- or end with the -stubs®), we
acknowledge that our reported annotation coverage can be inter-
preted as a lower bound.

Internal Validity. We use Pyright[35] for both annotation extrac-
tion and the identification of public and private functions. Conse-
quently, the accuracy of our analysis depends on Pyright’s preci-
sion. Pyright is developed by Microsoft and has been empirically
shown to achieve the highest recall (74.55%) and F1 score (57.95%)
among major Python type checkers such as Pyre, Pytype, and MyPy
in detecting type-related errors [28]. This implies that Pyright is
comparatively effective in identifying type annotations. Moreover,
Pyright’s —verifytypes feature has been adopted in large-scale
community efforts to raise NumPy’s type-completeness score from
33% to nearly 90% [14].

External Validity. We focus on Python and third-party libraries/-
packages, and our results may not generalize to other dynamic
languages such as JavaScript.

10 Conclusion

In this paper, we conduct an empirical study to understand how
third-party libraries on Python Package Index (PyPI) use type an-
notations. We analyzed 76,327 versions across 11,021 libraries. Our
analysis shows that most libraries (83.39%) have adopted annota-
tions, with a median coverage of 19.68%. We identified six distinct
annotation adoption patterns, with 59.91% of libraries maintaining
stable annotation coverage and 17.65% showing gradual growth.
We observed developers adopting type annotations to improve code
clarity, linting, documentation, and static analysis but may remove
annotations if they lead to more errors. However, fewer than 10% of
libraries removed annotations after adopting them. We also found
that developers tend to prioritize annotating private functions.

We recommend that client developers, library maintainers, and
community contributors collaborate to increase type annotation
coverage across the Python ecosystem. Researchers, on the other
hand, can use our dataset as a foundation for future work, such
as investigating whether clients of libraries with lower annotation
coverage exhibit higher API misuse.
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